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0) Scope and introduction
In this chapter we intend to cover the basic aspects of color image compression. Basic aspects of
color images can be found elsewhere in this book and compression details can also be easily
found in the literature. Even though we give a very brief introduction to compression methods,
we intend to explore the issues pertaining to the intersection of the two topics (compression and
color) without extending into them individually.

1) Compression basics
Image compression methods rely upon the removal of information within images to reduce the
amount of data necessary to represent them [1-7]. The information to be removed is usually
characterized as one of two classes: statistically redundant or visually irrelevant. The removal of
(statistically) redundant data often yields reversible or lossless compression, i.e. the image data
can be completely retrieved from the compressed data. On the other hand, removing the (visually)
irrelevant information inflicts losses on the reconstructed image which are hopefully not
objectionable for a given destination viewer.
Statistical redundancy is the extra amount of bits used to represent a given sequence of
symbols. For example, if a sequence of symbols from the alphabet {A,B,C} is to be encoded,
there are several ways to encode the symbols into binary codewords. Examples of codewords are
{00, 01, 10}, {001, 100, 111}, {0, 10, 11}, etc. Some representations are clearly longer than
others. In other words, if we start from a given representation, by changing the binary encoding
one might represent the same information with less bits. For example, if the probabilities of
occurrence are
p(A) = 0.5
p(B) = 0.2
p(C) = 0.3
Then the average bit rate R per symbol achievable by each code is:
A = 00

B = 10  R = 2 bits/symbol
C = 01

A=0

B = 10  R = 1.5 bits/symbol
C = 01

which clearly shows how the rate could be reduced by 25% by only modifying the code. There
are several means by which one can encode a particular sequence of symbols. The above
examples are for instantaneous codes where each symbol is assigned a unique code. Instantaneous
codes are those for which no codeword is a prefix of another codeword. (Example: 01 is a prefix
of 010.) Also, the above examples are block codes: i.e. each symbol is independently mapped to
a code string and vice versa [8].

If the symbols have probabilities pi, the entropy of the source is defined to be

H = −∑ pi log p i .
i

(1)
One cannot encode a source with average rate below the entropy rate without losses, i.e. H is the
lower bound for coding a particular source [8]. Furthermore, one can always construct codes with
length Li such that the average length L = i Li p i is bounded by H ≤ L ≤ H + 1 .

∑

Huffman codes are typical examples of uniquely decodable and instantaneous block
codes which are optimized for a particular source [2,3,7,8]. However, as any block code,
Huffman codes cannot have less than 1 bit/symbol. So, when the entropy is far below 1
bit/symbol, Huffman codes are not so efficient. In fact one can encode the symbols at an average
rate very close to H, even if H<<1. One example is the arithmetic coder [3] which combines
multiple symbols and codes to achieve higher performance.
Insofar there is no distortion to the data. This reduction in the data size can be viewed as
statistical redundancy extraction. Yet another type of information that can be removed is the
visually irrelevant one. To remove it, the image data is manipulated (pre-processed) so as to
improve the statistical redundancy extraction step. However, an attempt is made to make all
image changes invisible to the final observer. If the changes are perceptible, they are supposed to
have low visibility, at least. The most common method to remove visual redundancy is to remove
image details of little importance or frequency components that are not discernible. The removal
of information from the image data is performed through the quantization operation.
A quantizer Q maps the input (a random variable, e.g. X) into another symbol of a
reduced set. For example, if X assumes numbers in the real line, it can be broke into q intervals,
by defining q-1 decision levels tn in the real axis, which effectively divide the axis into q
intervals. In this example, X is assigned to level k if {X=x | tk-1[Wk}. The inverse quantization
operation (Q-1) restores a number in the domain of X from the received coded level number k.
Typically the reconstructed value lies within the interval to where the original value belong, i.e.
)
the reconstructed value for the k-th level x would lie within the interval (tk-1,tk]. In other words
quantization maps the input (continuous or discrete) to a set of integer numbers, while the inverse
quantization maps the range back into the input domain, i.e.
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As a many-to-one mapping, quantization implies losses. However, losses are the price
paid to largely reduce the number of possible input values and the data entropy. A typical
quantization is the uniform with center reconstruction where

x
x q = round  
∆

)
x = xq ∆ .
(2)

This form of quantization can be very efficiently implemented and is often used in
compression standards because of its low complexity. A variation of the uniform quantizer is the
one including a small “dead-zone” in the middle
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(3)
where ⋅ means a round off towards zero or “floor” function. The function of the dead-zone is to
nullify numbers close to zero, which is an efficient means to remove noise.
To only remove statistical redundancy implies lossless compression, i.e. the data after
decompression is bit by bit identical to the original. When lossy compression is applied the data
cannot be recovered thereafter, thus implying the use of some form of data quantization. Lossy
compression is much more efficient than lossless compression, i.e. by accepting data losses
(hopefully not too visible) much more compression can be applied to a particular image. This is a
general trade-off in compression: rate vs. distortion. Example coders will be discussed later on as
well as rate-distortion paradigms.
As far as compression techniques are concerned this chapter is merely introductory and
the reader is referred to the many texts in image compression to understand compression
techniques in more detail [1-7]. The central focus of this chapter is to cover the representation of
the color image information and its interaction with the compression.

2) Compression Models
2.1) Transform coding
Transform coding is perhaps the most popular method of compression. A typical compression
system based on transform coding is depicted in Fig. 1. The input image data is transformed,
quantized and encoded. The encoding step provides lossless compression and simply converts
numbers (symbols) to some binary representation, in a reversible manner. The quantization step
implies losses, but does not compress the data. In fact it controls the compression and the
distortion. The transform step does not control distortion or compression, nor provide the
compression by encoding the data. However, it is the key enabler for successful image
compression. Its job is to convert the image pixels into something that would make sense to
quantize and encode. Fig 1(b) depicts the transform and quantization steps in greater detail. The
data is transformed and each transformed sample may undergo different quantization. The
process of selecting quantizers is historically tied to the process of "bit-allocation" [2,4,6,7]. This
is so because in the past, each quantizer used to be associated with its own "encoder", i.e. a
quantizer result was directly mapped into output binary codes. In this situation, the transform
output was directly related to the compressed bit rate. In fact, under some reasonable conditions,
the compression efficiency can be related to energy compaction [7,9], which is a measure of how
much energy is concentrated in a few transformed coefficients. A useful measure can be the ratio
of geometric by arithmetic means of the energy of each transformed sample, if we apply
orthogonal transforms [7]. In this scenario, for very simple quantization and coding, with a few
additional assumptions [7], the optimal transform can be found as the one which provides the
most energy compaction. The Karhunen-Loeve transform (KLT) [2,4,7,9] achieves optimal
compaction. If in the past each quantizer was associated with its encoding method, it is a modern
practice to analyze multiple quantized samples at once before entropy coding the whole quantized
data stream. Nevertheless, even if not optimal, the connection between energy compaction and
compression efficiency is clear from practice.
As an example of how energy compaction can be useful, let us consider the example in
Fig. 2. Remind the reader that an orthogonal transformation is a simple rotation of the input
space. Refer to Fig. 2, where two contiguous samples in an image are being computed. For every

pair of pixels one point in plotted in the (xn , xn+1) plane. Since neighbor pixels are likely to be
similar, it is expected that points would cluster along a diagonal. Hence, an axis rotation of p/4
might align one of the resulting axes to the data cluster. With this, one achieves compaction of the
energy necessary to represent the data around one axis (yn+1) , so that yn tends to have small
values. If one had the ability to only keep one of the samples, it is clear that in the (yn,yn+1)
domain the distortion incurred by discarding (setting to 0) yn is much smaller than discarding
either xn or xn+1. Hence, the advantage of providing a transform step that yields energy
compaction becomes clear.
The p/4 rotation we just described is accomplished for example with a size-2 discrete
cosine transform [9] (DCT). In practical compression, vectors with 8 samples are transformed
using the size-8 DCT [9]. Let X be a matrix containing a block with MxM pixels. In 2D, pixel
blocks are transformed by a separable transform such that:

Y = DXDT

X = DT YD
(4)

where Y is the matrix with the transformed data and D is the size-M DCT matrix whose entries
{dij} are given by
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and α i = 1 for i > 0.
(5)

The DCT is asymptotically optimal for some image models and performs well for most
images [9]. In fact for the autoregressive model, the DCT approaches the KLT as the correlation
between samples increases. The DCT works well to compact the input energy into few
transformed samples as illustrated in Fig. 3.
Another powerful transform tool in image compression is the wavelet transform [10,11].
The wavelet transform is based of the elementary 2-channel filter bank. Each bank decomposes
the image into low- and high-pass subbands. The filter bank has a low-pass and a high-pass filter,
each followed by a 2:1 decimator. At every stage of 2-channel filter bank, the number of input
samples is maintained, i.e. for N input samples there are N/2 low-pass output samples and N/2
high-pass ones. The decomposition is also said to be the analysis. To recompose the original
signal from the low- and high-pass subbands, in a process called the synthesis, one uses 1:2 upsamplers followed by the low- and high-pass filters. The filtered output for both channels is added
to re-synthesize the input data. For the 2D case, the image is decomposed into four decimated
subbands by applying analysis filter banks in each of horizontal and vertical directions as
depicted in Fig. 4(a) for the analysis and Fig. 4(b) for the synthesis section. The wavelet
transform is an association of filter banks as in Fig. 4(c) such that the low-pass output of one
stage is input to another stage. In this way, the image in Fig. 4(d) is decomposed into the
subbands depicted in Fig. 4(e).
The different subbands contain information at a different orientation and different scale.
However, unlike the DCT, higher frequency bands are wider and have more samples. In other
words, some bands have poor frequency resolution (wide bandwidth) but high spatial resolution
(better feature location). Some other bands have better frequency resolution but poor spatial
location (narrow bandwidth and just a few samples to represent the whole image). This resolution

trade-off is an attractive feature of the wavelet transform and has been extensively studied
[10,11].
In a manner similar to block transforms, the wavelet transform aims at transforming the
image data into a representation where few coefficients convey most of the information to
reconstruct the image. Back to Fig. 1, the transform is used to convert the image data to a more
suitable representation. It is left to the quantization step the job of actually reducing the amount of
information to be conveyed to the decoder. Then, the encoder is left with the job of actually
"compressing" the quantized transformed data. For example, for 8 bit image data, the transformed
samples can be floating point numbers, which are quantized to integer numbers using a fixed
point representation of for example 16 bits (a 1:2 expansion so far) . The entropy encoding step
is the one which achieves the compression, properly enabled by the previous steps.

2.2) Predictive coding
In predictive coding [2,6], the image data is not compressed in the manner described in Fig. 1.
Instead, one predicts the image pixels and computes a prediction error. The prediction error is
actually the information that is quantized and encoded. In general, predictive coding is similar to
DPCM systems, which were commonly used before computer technology made transform coding
affordable. Figure 5 depicts a typical predictive coding system. The actual pixel is predicted
somehow from information conveyed through the past (already processed) pixels and only the
prediction error is quantized and encoded. The decoder applies the same prediction step as the
encoder. Given the predicted value, the decoder simply integrates the error to the predicted value
in order to produce the reconstructed pixel. A feedback loop is required at the encoder side to
synchronize encoder and decoder. However, predictive systems are often used for “lossless”
compression, i.e. the data is not quantized and, hence, there is no need for the feedback loop.
There are several methods for adaptive or non-adaptive prediction. Typically, the pixel illustrated
in Fig. 5(c) and labeled “X” is predicted from its neighbors (pixels labeled “A” through “H”)
using some weighted combination. Commonly, the immediate neighbors (pixels “A”-“D”) are
used to predict the actual pixel “X”.

2.3) Rate-distortion trade-off
In order to select compression systems or features, one needs to somehow evaluate the
compression performance. If we ignore computational complexity, we can look at “how much
compression can we achieve” and at “what is the image quality” as the major issues in
compression. The "cost" of compressing an image can be expressed in the amount of data needed
to record the information, i.e. the amount of bits consumed. In compression jargon, this is the
"rate" (R) achieved by compressing a given image. The "benefit" of compressing the image is the
image quality, or how well we approximate the original image, assuming possible lossy
compression. By defining some measure of distortion D as the distance between the images
before and after compression, we can quantify the compression process as a rate-distortion tradeoff [12]. Commonly, the more distortion is allowed, the lower the rate achievable. Conversely,
the more bits are spent (higher R), typically, the more accurate the representation (lower D).
Compressors are guided by parameters which are set by the user or application. Examples
of parameters are quantizer steps etc. For a given image, for each parameter choice, the (de)
compression system achieves a particular rate R0 and a particular distortion D0, i.e. a instantiation
of the coder is a point on the RD plane. Let the set of all realizable RD points be Ω. If ΨLVWKHVHW
of all parameters to be adjusted, the coder can be seen as a map from the domain of Ψ to points in
Ω. We always want to minimize rate and distortion at the same time, i.e. we want to have better
quality at higher compression ratios, i.e.

min D
Ψ

R ≤ RT

or

min R
Ψ

D ≤ DT

, R, D ∈ Ω .
(6)

The points satisfying the above equation make the lower (typically) convex hull (LCH) of Ω as
illustrated in Fig. 6. Theoretically, coders should operate in an operational point on the LCH for
best performance. Typically, if optimization is involved, in order to get (6) one can minimize the
cost function R+λD. If we move a line with inclination -1/λ, the first point in Ω it touches is the
point that minimizes R+λD. This point belongs to the LCH. Actually, varying λ would move the
operational point on the LCH.
The important message is that compression performance has a 2D range. It does not
matter if a coding method compresses more than another without regard to the distortion. Even if
both rate and distortion changes are computed, a fair comparison between methods would require
comparing RD curves and regions. One good method is to fix either R or D and compare the other
dimension.

2.4) Distortion measure
The computation of distortion involves some measure of the distance between the original and the
decompressed images. A common measure of distortion between images is the mean squared
error (MSE). If the N color channels of the original image are denoted as Ck(m,n) for a pixel at
position (m,n), then
MSE =

(C k (m, n) − Cˆ k (m, n))
N p N ∑∑
1

2

,

k m, n

(7)
where Ĉ k denotes the reconstructed image planes and there are NP pixels in the image. In practice
the MSE is often presented in another form: the peak signal-to-noise ratio (PSNR). PSNR is by
far the most commonly used distortion measures for images and is defined for 8 bits/pixel (bpp)
images as
 255 2 
 .
PSNR = 10 log10 
 MSE 



(8)
While PSNR is easy to compute, it provides a poor approximation of the perceived
difference between images, except when the PSNR values are relatively high. In general, MSElike measures do not anticipate human visual characteristics. For example, if one compares an
image with a version of itself spatially shifted by a couple of pixels the resulting MSE number
will be high even though the images are almost indistinguishable. Also, MSE or PSNR are not
commonly applied to color images. Nevertheless, if one compares compression methods yielding
high PSNR (e.g. above 30-35dB), an advantage of 1dB typically implies noticeably better image
quality.
The perfect distortion measure still eludes researchers and is subject of intense debates.
(See [13], chapters 11-15). Another measure of distortion better suited to color images is CIE’s
∆E [14,15] and its extension, the so-called spatial ∆E (S∆E) [16]. In the S∆E, the image is

mapped into a device-independent CIELab color space. (Optionally further into a linear
luminance-chrominance color space.) The luminance is filtered using a spatial filter that provides
a linear shift invariant approximation to the spatial response of the human visual system for
luminance signals. Another filter is applied to the chrominance channels, where the filter was
properly designed for approximating the HVS chrominance sensitivity. The average CIE ∆E
between the filtered images results in the final S∆E number. The whole process is illustrated in
Fig. 7.

3) Standard image coders
So far we have not explained image compression methods in detail. There are two good reasons
for this. First, the compression field is so vast that it is impossible to cover it here with reasonable
depth. Second, there are a few standard image compression systems, which are widely used. The
inner works of the common compression engines are well known and available to many
implementers. Hence, one can buy them off-the-shelf and we can treat them as black boxes that
are used to compress a number of monochrome images. The reader is referred to Fig. 1(c) for a
diagram of a typical color image compression system. After a pixel-by-pixel color transform,
each transformed image plane is fed to monochrome compressors, whose compressed bitstreams
are multiplexed somehow to produce the output compressed stream. The color spaces and color
transformations are often application dependent and we will devote the future sections to the
discussion of color transforms and the nature of the resulting color planes. For this discussion, in
this chapter, the reader may take these standard compression schemes at face value and treat them
almost as black boxes.
The most popular image compression scheme is the JPEG standard [17]. Details along
with the standard’s text can be easily found in the literature [17]. JPEG compresses up to 4 color
planes independently, and details such as color spaces are left to the application level. Application
information can be conveyed to the receiver through so called application markers. Interesting
enough, JPEG is so popular because of its publicly available implementation developed by the
Independent JPEG Group (IJG) [18]. In the absence of any standard method for describing color,
the IJG defined the "JFIF" application marker. When present, among other things, it indicates to
the decoder that the color space was YCbCr, which is a simple linear transform of the input RGB
data and will be described later.
JPEG encodes each color plane following the steps in Fig. 1. The image is broken into
blocks of 8x8 pixels and each block is transformed using the DCT, the transformed samples being
uniformly quantized. Each of the 64 quantizers is governed by the entries of the "quantizer table"
which contains the quantization steps and is the main degree of freedom in JPEG compression.
The quantized data of a block is scanned following a zigzag path as shown in Fig. 8. The vector
is input to an entropy coder which combines run-length counting and variable length coding of
the counts. The DCT samples are supposed to be small for high frequencies and most are set to
zero (discarded) by the quantization process. Effectively, most samples are zero at the end of the
zigzag path and this fact is explored for compression. In essence, the more zero-values quantized
samples there are in the zigzag scanned vector, the higher the compression. A better introduction
and complete description should be sought elsewhere [17]. For now, we just need to think of it as
a coder that processes each color plane independently. JPEG is available in virtually every
software that involves digital images.
Another compression system that has recently been approved as an international standard
is the JPEG 2000 [19-21]. JPEG 2000 is meant as an improvement on DCT-based JPEG, but
instead of solely increasing the compression efficiency, it provides increased functionality via
new compression paradigms. Conceptually, JPEG 2000 is a transform coder which is based on

the steps depicted in Fig. 1. It employs a wavelet transform and uniform quantization. Commonly,
the steps sizes are very small, which, in effect, makes the quantization an integer representation of
the wavelet transformed data. This data can be represented in binary code so that the transformed
coefficients can be seen as formed by bit planes as illustrated in Fig. 9. In essence, the most
significant bit plane is encoded first, followed by the other planes. Compression is achieved by
applying arithmetic coders to compress the bit planes, using contextual modeling of the
probabilities [19-21]. Compressed data for each bit plane, and for each subband, can be
encapsulated separately. As a result, data for reconstructing the image can be progressively sent
to the receiver. The progression can be either by resolution (sending all bit planes for one
subband level before proceeding to the next higher resolution level) or by quality (sending one bit
plane information for all subbands, before proceeding to the next bit plane). The process is
illustrated in Fig. 10.
JPEG 2000 was meant from conception to be feature rich. There are many other features
in JPEG 2000. The reader is encouraged to read the standard or one of the many papers on the
JPEG 2000 effort, to appreciate its full feature set [19-21]. For our purposes it suffices to say that
it is an efficient state-of-the-art wavelet based compression method that can be used to compress
a multitude of color planes. JPEG 2000 provides for a few color transformations. Its most
interesting is the reversible color transform, which will be discussed later.
Another important compression method is the JPEG-LS standard [22,23]. It is a low
complexity compressor, aimed at lossless or near-lossless image compression. JPEG-LS is based
on pixel prediction and prediction error encoding (a very sophisticated DPCM coder, in essence).
Prediction is adaptive and compression is based on variable length coding.
All these JPEG coders were devised to fulfill different purposes and to address different
image compression needs, but all of them treat each color image channel independently. Hence,
for the following discussion it would be sufficient to assume the compression will be performed
using any one of these compressors (JPEG, JPEG 2000, or JPEG-LS).

4) Multidimensional color model and transforms
A color image is represented as a finite number of color image planes. Each color is obtained by
filtering the image (pixel) spectrum and by measuring the resulting luminosity energy. In this
way, each pixel color is represented by a few values, corresponding to a few filters. Usually, 3
filters (RGB) are used, but multi-spectral data as well as subtractive spaces such as CMYK use
more than 3 channels. A sampled color image is an array of N-tuples: every pixel is a vector. For
a continuous (not spatially sampled) image another interpretation is that an image is a
Riemannian surface in (N+2)D space. For the typical 3-channel case, the image is a 5D
parametric surface, where the parameters are chosen as the spatial coordinates xy. One and only
one point is mapped to each point in the xy plane. To see this, imagine a scan line of the image
(1D signal) and one single color signal (monochrome). Then, the “image” is a simple function as
in Fig. 3(c). If the image is a single 2D plane (monochrome), it is a surface, i.e. it is
parameterized in 2D as illustrated in Fig. 11 (a)(b). To add more than one color signal, imagine a
1D signal (scanline) and two color signals. The "image" would be a line in 3D as depicted in Fig.
11(c). Extending the space to 2D and the number of color channels to 3, it is easy to conclude that
a 3-color image is a surface in 5D parameterized by two out of five axes. This abstraction is
useful to reemphasize that there is correlation not only across color planes or across space within
a color plane, but across both color planes and space coordinates. In other words, correlation
exists within a 5D space! Furthermore, this simple topological representation is linear.

Of interest to us are the properties of color images related to compression. In particular,
well-correlated signals or regions without much detail tend to compress better than more noisy or
detailed images, i.e. smooth regions compress better than regions involving too many edges.
Let Ck(m,n) denote the k-th color plane at pixel position (m,n) and let the pixel color be
c(m,n) be a vector containing all such color planes, i.e. cT(m,n)=[C0(m,n), C1(m,n),…, CN-1(m,n)].
Let us form a composite vector
uT = [cT(m,n), … , cT (m+k1,n+k2), … ]

(k1,k2)∈Ξ
(9)

where Ξ is a set determining a neighborhood of K pixels around the origin. A measure of
correlation among neighbor pixels across color planes can be made via the autocorrelation matrix
of u, i.e.

{

R u = E uu T
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(10)
Γ0 is the plain correlation across color planes, while Γk represents the correlation of color values
over spatially displaced pixels.
In order to decorrelate the samples of u, a transformation A such that y = A u can be used
to decorrelate the data. The KLT we mentioned earlier is the one such that
Ry=E{yyT} = A Ru AT
(11)
is a diagonal matrix [2,4,5,7,9]. This can be accomplished by choosing the rows of A as being the
eigenvectors of Ru. Note that the transform A will simultaneously decorrelate the image within
and across color planes. In other words, it achieves both color and space decorrelation.
The following example will illustrate the process. Assume the immediate horizontal,
vertical and diagonal neighbors, so that Γh = E{c(m,n)cT(m+1,n)}, Γv = E{c(m,n)cT(m,n+1)}
Γd=E{c(m,n)c(m+1,n+1)}. For the RGB image shown in Fig. 12, uT = [r(m,n) , g(m,n) , b(m,n) ,
r(m,n+1) , … , g(m+1,n+1) , b(m+1,n+1)] and the following correlation matrices were found:

0

v

 0.9757 0.9551 0.8661
= 0.9551 1.0000 0.9242 


 0.8661 0.9242 0.9185 
 0.9295 0.9073 0.8212 
=  0.9073 0.9521 0.8788


 0.8212 0.8788 0.8749 

h

d

 0.9392
=  0.9195

0.8346

0.9195 0.8346 

0.9630 0.8912 



0.8912 0.8862 

0.9096 0.8889 0.8059
= 0.8889 0.9329 0.8624


0.8059 0.8624 0.8591
(12)

As expected, the within-pixel cross correlation is the largest followed by the correlation
among planes of horizontal or vertical neighbor pixels. What is less expected is the large

correlation among samples of different planes and pixels. The matrix A that diagonalizes Ru is
shown in Fig. 13 while the standard deviation of the transformed signals are:
[diag(Ry)]1/2 = [1.0000 0.1716 0.1448 0.1196 0.0788 0.0684 …
… 0.0221 0.0116 0.0113 0.0071 0.0050 0.0014 ]

(13)
Note the rapid decay of the energy of the transformed samples, i.e. the high energy
compaction, which is often a sign of high compression. The multidimensional transform will
outperform the compaction provided by separate color transforms followed by linear spatial
transforms (such as DCT) of the same sizes. Despite the theoretical advantage, these transforms
are not commonly known or used. They are image dependent and some image-independent
separate transforms also provide reasonable performance, as we will discuss later.

6) Color transforms
Often, the spatial and color transforms are independent as depicted in Fig. 1(c). Each pixel is first
transformed separately to remove color redundancy, then a spatial transform is applied to reduce
the spatial redundancy.
If the color transform is a linear matrix Q, the within-pixel color transform process is
reduced to constraining the space-color transform into a block diagonal matrix:
A = diag(Q, Q, …,Q) .
(14)
The reason for using color transforms is to enhance the compression performance. As we
discussed, compression is improved if we reduce both rate and distortion or a cost function that is
a linear combination of both. Typically "smooth" images, i.e. those lacking too many details and
sharp edges, are more easily compressed than textured and detailed images. By "more easily" we
mean to achieve higher compression for the same distortion or less distortion for the same
compression. How do we chose Q in (11)(14) in order to favor compression? It can be shown that
in case the transform has the form in (14) and if we make Ry =B⊗D, we can optimize the RD
trade-off, given some mild conditions, where B is some Toeplitz matrix, D is a diagonal matrix
and ⊗ denotes the Kronecker product. It can also be shown that under some simplifying (but
reasonable) circumstances the matrix Q that best produces an approximation of Ry as described,
is a matrix that decorrelates Γ0, i.e. that decorrelates color planes.
Decorrelation of the color planes without spatial considerations is achieved by the
pixelwise Karhunen-Loeve transform (KLT) [4,5]. To find the KLT one just uses Ξ={(0,0)} in
(9) or u=c(m,n), so that Ru=Γ0 in (10), and A=Q is selected as the matrix containing the
eigenvectors of Ru=Γ0. The KLT approach is general and should provide good performance for
any color space, including multispectral data.
The disadvantage of the KLT is the fact that one needs to gather the statistics of the
image (Ru). However, there are some useful transforms that provide reasonable plane
decorrelation for most typical images. Color spaces such as YIQ, YUV and YES are simple
linear transformations of linear RGB planes. In fact, a very important (perhaps the most used)
color transformation is the one that brings RGB into YCbCr. YCbCr is a variant of YUV and is
defined by the following matrix transformation:

0.587
0.114 
 0.299

Q YCC = − 0.168 − 0.332
0.5 
 0.5
− 0.418 − 0.082

Q YCC

−1

0
1.402 
1

= 1 - 0.344 0.714 .
1 1.772
0 

(15)
In the JPEG 2000 jargon, the above transform is also referred to as irreversible color
transform (ICT) [19-21], since it uses floating point numbers and the YCbCr samples need to be
re-quantized. However, in JPEG 2000, one can use reversible wavelets that would allow lossless
compression. All the efforts to provide lossy-to-lossless scalability in the JPEG 2000 architecture
would be in vain if the ICT was used. Then, the JPEG 2000 committee decided to approve an
approximation of ICT as an optional transform that would allow total reversibility while
providing reasonable decorrelation. Such an approximation is the reversible color transform
(RCT), which is defined by the following formulae [19]:

 C + 2C1 + C 2 
Y0 =  0

4



Y1 = C2 - C1
Y2 = C0 - C1
(16)
where Y0Y1Y2 are the transformed color planes and ⋅ denotes the "floor" operator, i.e. discard the
decimal places. The original color planes can be perfectly reconstructed from an integer
representation of Y0Y1Y2 as
 Y + Y2 
C1 = Y0 −  1
,
 4 

C0 = Y2 + C1 ,
C2 = Y1 + C1 .
(17)
Note that Y1 and Y2 require one more precision bit than Y0.
Other important color spaces for compression are CIELab and CIELuv, which are
covered somewhere else in this handbook. Color fax systems demand compression of images in a
CIELab color space [24]. In all these cases the conversion took RGB data into some luminancechrominance color space. An important aspect of these color spaces is that the human eye has
lower sensitivity to high frequency components (details) of the chrominance images. Hence, it is
easy to subsample or rather compress more agressively the chrominance components.
Other noteworthy transformations are those pertaining to the compression of CMYK
image data [25-27]. JPEG’s SPIFF file header specification [28] defines the YCbCrK color space
as a derivation of CMYK data. Let us start with the negative (inverse) of CMY, i.e. C0C1C2C3 are
indeed RGBK. Then, the transformation from RGBK (CMYK) to YCbCrK is simply


Q
Q YCCK =  YCC

0 0 0


0
0
.
0
1

(18)
An improved version of the above transformation is the one that brings the data into the
Y+Y-CbCr or YYCC color space. If we invert all CMYK channels, so that C0C1C2C3 becomes
RGBW, where W (white) is just the inverse of the K (black or key) channel, then the transform is
defined as:
1 / 2
 0
Q YYCC = 
 0

1 / 2

1 / 2 
1 0
0   Q YCC

0 1
0 

0 0 − 1 / 2 0 0 0
0 0

0
0
0
1

(19)
which can be implemented as in the flow graph depicted in Fig. 14. Note that CMYK planes are
often device-specific data. Simple linear transformations of CMYK data will only aim to compact
better the data but still oriented to a particular device.
Several devices use additional colorants such as printers with more than four inks, for
example by adding orange colorants to the CMYK set. Multi-spectral data is also relevant and
may use many color planes. For these cases, there is no common transform method. The KLT
would work for all cases, but sometimes the image statistics are unavailable. There are some
proposals of using conventional transforms such as DCT or wavelets to transform the samples
across color planes. Nevertheless, their efficacy is still being studied and naturally varies with
each case.

7) Compressing RGB images
As we discussed, transforms that aim to decorrelate the color planes can also produce planes that
more easily compressed. Figure 15 shows an example of 3 color planes before and after color
transformation to YCbCr. Note how the CbCr channels are much smoother than the RGB
channels. If we go back to the image planes shown in Fig. 12 and apply a transformation to
YCbCr and then re-measure the correlation as in (12) we obtain
 1.0000

0 =  0.1140
 0.0204

0.1140 0.0204
0.0559 0.0239
0.0239 0.0739

 0.9281 0.1116
0.1116 0.0539
=
v

0.0232 0.0234

0.0232
0.0234 
0.0712 

 0.9424

h =  0.1103
0.0196

0.1103 0.0196
0.0541 0.0232 ,
0.0232 0.0715

 0.9030

d = 0.1089
 0.0220

0.1089
0.0531
0.0231

0.0220
0.0231
.
0.0704

(16)

Note how decorrelated the planes are, compared to the RGB channels in (12). The cross
correlations are largely reduced and the energy is concentrated in one channel. If we model the
image planes as a first order Markov process with correlation coefficient ρ, in this example, this
coefficient is about 0.92-0.94 for the luminance channel and about 0.96-0.97 for the chrominance
ones. This fact is additional evidence that the chrominance channels are typically "smoother" than
luminance. Similar conclusions can be reached by inspecting the Fourier transforms of the
resulting YCbCr color planes.
It is clear that the transformation RGB-YCbCr produces "compression-friendly" color
planes. The question is how to compare this space with, for example, device-independent
CIELab? To answer this question, RD plots are shown in Fig. 16, comparing JPEG compression
using both CIELab and YCbCr. In these experiments, default (example) luminance and
chrominance tables were used and distortion is given as both PSNR and S∆E. Also, the RD
curves in Fig. 16 were obtained by varying a scaling parameter for both quantizer tables:
luminance and chrominance. This scaling is also known as the "quality" factor and gives one
knob to regulate compression, i.e. a single parameter yields the RD points, hence a curve in RD
space. The plots shown in Fig. 16 are averages over several images. For same rate, YCbCr
typically yields higher PSNR or lower S∆E. Conversely, for the same distortion, YCbCr typically
demands less rate than CIELab. The plots in Fig. 16 are typical and serve to illustrate that it is
commonly advantageous to compress RGB images using the transformation to YCbCr instead of
compressing under CIELab. The exception is for very low bit rates, where CIELab becomes more
competitive.
A typical JPEG (or JPEG 2000) compressor implementation would treat the luminance
channel differently from the chrominance ones. The differentiation can be to employ different
quantizer tables and to subsample the chrominance planes. Often, CbCr will be reduced by a
factor of 2 in each direction before compression. The claim is that since we are less sensitive to
high frequency of chrominance components, one could reduce the image planes from start
without loss of visual fidelity. The problem with that argument is that by reducing the data one
increases distortion and compression. If one does not reduce the chrominance planes but instead
relies on the increasing quantizer steps, one would also increase distortion and compression. The
question is which one has a better trade-off? Because of subsampling, data is irreversibly lost no
matter how high the bit rate is. So, for high enough bit rates, it is better not to subsample the
planes. For low rates, subsampling artifacts might be better than compression artifacts. So, the
best approach may actually depend on the bit-rate target. There is a breakpoint where the curves
with and without subsampling would cross. To clarify this issue RD plots comparing the
performance of a JPEG coder with and without chrominance (Cb and Cr) subsampling are shown
in Fig. 17. The plots were obtained in the same conditions described for Fig. 16. For rates above a
certain breakpoint it is always better to not subsample the CbCr planes. This breakpoint is
commonly around 0.2 bpp or at a compression ratio about 120:1 (starting with the original 24 bpp
RGB image).
It is safe to say that for the average compression of RGB images one would be better off
by using the YCbCr transformation and by not subsampling chrominance planes.

8) Compressing CMYK images
CMYK data is targeted for a particular device. The correlation between K and the other channels
can change drastically from device to device. A color transform for compressing CMYK images
would not likely work across all devices. For that reason, we would be content with a "good"
solution that works across most devices, since the alternative is to study case by case.

The key difference between compressing CMYK and RGB images lies on the concept of
luminance-chrominance models [25-27]. Even though "luminance" and "chrominance" are
derived from colorimetric principles (e.g. luminance aligned to an achromatic axis), as far as
compression is concerned, what makes an image luminance are the spatial characteristics of the
color planes. With 3-plane images it is easy to define luminance and chrominance. In Fig. 15, it is
natural to assign the channel that most resembles a "monochrome" version of the image as the
luminance channel. However, if we replace Y channel by any of the RGB channels, i.e. an RGB
to RCbCr transformation, one would likely designate R as the luminance. This is so because the
“chrominance” channels are definitely distinct from what one perceives as a monochrome version
of the color image. Figure 18 (a)-(d) shows typical CMYK color planes, already inverted, i.e.: 1C, 1-M, 1-Y, 1-K or RGBW. This particular rendering was performed for a given xerographic
device. Note the large correlation between the K color plane and each of the others. That of
course depends on the strategy for calculating K from CMY. If we use the transformation from
CMYK to YYCC depicted in Fig. 14, the resulting color planes corresponding to those at Fig.
18(a)-(d) are shown in Fig. 18 (e)-(h). Back to our discussion on luminance vs. chrominance,
Fig. 18(e) likely contains what we most of us would call "luminance", while Figs. 18(g)(h)
contain images we would call "chrominance". However, it is difficult to fit the image in Fig. 18(f)
to any of the "models". It contains typical luminance and chrominance spatial characteristics.
This ambiguity is amplified for multi-spectral data where there are more channels and any
transformation of the input data will produce some with both luminance and chrominance spatial
characteristics. So, why do we need to designate a color plane as luminance or chrominance
anyway? It is common for compressors to have more aggressive settings for chrominance planes
than for luminance. By tagging the channel as chrominance (thus, visually less important) one can
exploit the benefits of more aggressive compression while being more conservative in
compressing the luminance. This is a complex issue beyond the scope of this chapter. It is
advisable, however, in the CMYKk case to apply "chrominance" settings to two of the channels
while applying "luminance" settings to the other two.
There are several transform options for the compression of CMYK data, including: (i) no
transform, i.e. to compress CMYK independently; (ii) to compress YCbCrK planes; and (iii) to
compress YYCC planes. Fig. 19 shows RD plots for the different compression schemes for
several images. Distortion is given as both S∆E and PSNR. The plots include results with and
without subsampling of the CbCr planes in the YCbCrK and YYCC schemes. YYCC typically
outperforms the others for most bit rates. As in the case of compressing RGB images,
chrominance subsampling is just effective for high compression ratios, i.e. ratios larger than
150:1 (less than 0.2 bpp starting with CMYK at 8bpp each). Summarizing, YYCC space without
chrominance subsampling seems to be a good choice for compressing CMYK data.

9) Summary
In this chapter, we exposed the reader to the basic aspects of the compression of digital color
images. That includes basic compression concepts such as coding and quantization and the fact
that compression is achieved by removing the statistical redundancy and the visual irrelevancy
contained in the image. In fact, removing these two types of information determine whether you
attain lossy or lossless compression. We have presented the transform coding model, along with
the motivation for energy compaction image transformation in the context of compression. For
that, the DCT and the Wavelet transform were described. Another model is the predictive coding
model, which is popular for losless and near-lossless compression. The key factor in devising and
applying compressors to images is to understand there is always a rate-distortion trade-off by
setting up compression parameters. The best operational point lies somewhere on the LCH of the
RD points. As for distortion, popular objective distortion measures are the PSNR, and S∆E

distance measures. Standard coders exist and are ready for our use, which include JPEG 2000,
JPEG and JPEG-LS. We should use them, and understand the effects of their parameter choices
on the image quality, along with the choice of the proper color transform.
We did not intend to describe compression systems in detail, which are often designed for
monochrome images. Furthermore, the popular compression systems are international standards,
which are very well covered elsewhere. The focus of this chapter was on the interaction between
the color image representation and existing compression systems.
A multidimensional color model was discussed to show that there might be strong
correlation within and across pixels, simultaneously. We have shown simple color and spatial
correlation measurements. Even though there is a multidimensional correlation, most of the
compression systems apply color transforms independently from the spatial transform. Popular
color transforms for compression were discussed in detail. That includes the transformation from
RGB to YCbCR and the KLT. The YCbCr transformation is the irreversible color transform,
which, along with the reversible color transform make the main color transform options for JPEG
2000. Apart from the KLT, other color transforms for non-RGB data were discussed, including
the transformations from CMYK to YCbCrK and to YYCC. The concepts of luminance vs.
chrominance were discussed in respect of the compression settings. Compression of RGB and
CMYK images was discussed, comparing color transforms and other settings.
We aimed at presenting a few basic compression concepts applied to color images. We
regard this chapter as an introduction to the subject, so that rather than serving as a thorough
reference, we hope this chapter will inspire the reader to further explore the subject by following
references and experimenting on his/her own.
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Figure 1: Basic steps of typical transform coding systems (a) and (b) details
of the transform and quantization steps. The transformed samples for each
channel commonly are processed using diﬀerent quantizers. (c) Typical coding
system for color images, exempliﬁed for an RGB input image. After a pixelwise
color transform, each resulting color plane is compressed independently, while
the resulting compressed bit streams are multiplexed to produce the output.
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Figure 3: The 8 basis functions of the DCT in the 1D case (a) and its 2D
separable counterpart (b). The blocks of the 8x8 block are projected into each
of the bases shown. The projection enables energy compaction. For example,
the signal shown in (c) is a scanline of a test image. By breaking the vector
into 8-sample segments and transforming each one, the energy of the DCT
coeﬃcients is depicted in (d). Note the concentration of energy in few low
frequency coeﬃcients.
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Figure 12: Color (RGB) channels of the image used for the multidimensional
transform example.
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Figure 13: Transformation matrix A for the example image.
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Figure 18: CMYK color planes for a test CMYK image. The inverses of CMYK
planes are shown in (a)(b)(c)(d), respectively. After the transformation to
YYCC space the color planes are shown in (e) Y+ (f) Y− (g) Cb (h) Cr.
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Figure 19: Compression performance. For a number of CMYK images rendered
for diﬀerent devices, the RD plots compare the JPEG compression of the planes
under 3 diﬀerent color spaces. Distortion measure was computed as both S∆E
and PSNR. For the YCbCrK and YYCC cases, tests were carried with and
without chrominance subsampling.
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